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Abstract Rare diseases are medical conditions affecting a small percentage of the population, often leading to 
diagnostic challenges due to limited clinical data and symptom overlap with common diseases. Due to the lack of 
knowledge about these disorders and the fact that many of their symptoms are similar to those of common disorders, 
doctors find it difficult to diagnose these conditions. This paper leverages DeepSeek Plus Knowledge Graph for 
high-precision symptom extraction in rare diseases, integrating natural language processing (NLP) and graph-based 
reasoning to enhance disease recognition. This study presents a novel model called “Rarepheno” that extracts 
symptoms related to rare diseases from clinical text using DeepSeek Large Language Model (LLM) and knowledge 
graphs (KG). The proposed model integrates DeepSeek AI, N-GRAM based term extraction, and the Human 
Phenotype Ontology (HPO) knowledge graph to enhance symptom identification. To improve contextual precision 
and reduce false positives, the system leverages semantic similarity through BioClinicalBERT embeddings.  The 
proposed model outperforms the state-of-the-art rare disease phenotyping algorithms, with a precision score of 0.83, 
compared to PhenoGPT (GPT-J) (0.809), PhenoTagger (0.720), and ClinPhen (0.590). Compared to rule-based 
systems like MetaMap (0.707) and NCBO (0.777), Rarepheno demonstrated superior accuracy in extracting 
standardized symptom terms. This performance gain reflects its ability to reduce false positives and improve 
symptom-disease association, particularly in heterogeneous and unstructured clinical texts. This study demonstrates 
how the new-age technologies, such as GenAI and Natura Language Processing (NLP) can aid in collecting valuable 
clinical data, improving patient safety and rare disease identification. 
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1 Introduction 
Rare disease often referred to as orphan disease, only affect a small portion of the world population. Depending 

on where you live, rare diseases are defined differently. A disease is considered rare in Europe if it affects less than 
1 in 2,000 people, but in the United States, that threshold rises to 200,000 [1]. 300 million people worldwide are 
affected by the rare disease, despite the fact that it only affects a small portion of the population [2]. The total 
number of rare diseases is 10,000 as of 2025, but it will continue to rise as more people are diagnosed [3]. Seventy 
percent of these rare disorders are genetically based and primarily affect children [4]. Figure 1 presents a visual 
representation of these statistics as per a study published on Rare Disease Day 2025 [2]. Early diagnosis greatly 
improves the patient's chances of survival because these illnesses necessitate specialized care [5]. 
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Figure 1. Overview of Rare Disease Statistics Rare Disease Day 2025 [2] 

Doctors have problems finding correct rare disease diagnoses even though rare diseases put great combined 
weight on our healthcare system. Patients usually need 4-5 years to determine their condition but some patients take 
longer than 10 years to get a right diagnosis [6]. According to research 40% of the patients suffer from misdiagnosis 
and the patient usually takes 4-5 years until the correct disorder of the patient is done [7]. Some specific elements 
create long diagnostic delays (as shown in Figure 2). The doctors are not able to diagnose the patients with rare 
disease due to limited knowledge of the rare disorders such as: 

• Limited Clinical Awareness – Rare diseases are infrequently encountered by doctors, which makes timely 
diagnosis harder [8]. 

● Symptom Overlap with Common Conditions – The symptoms of rare diseases often resemble those of 
more prevalent conditions, increasing the likelihood of misdiagnosis [9]. 

● Insufficient Representation in Medical Data –Rare disease has low prevalence due to which they are 
underrepresented in clinical studies and reported less in electronic health records (EHRs) as well [10]. 

● Lack of Definitive Diagnostic Tools and Biomarkers – Rare disorders do not have standardized laboratory 
testing due to which their diagnosis is largely dependent on clinicians' clinical competence [11]. 

 
Figure 2. Diagnostic Challenges in Rare Diseases published on Ada Editorial [1] 

Every doctor uses a different approach to describe the symptoms they find in the clinical records. A symptom 
can be defined in several ways, for example, "muscle weakness" can be described as "reduced muscle strength," 
"hypotonia," or "muscular impairment." Due to the lack of a standard, even AI systems are unable to map phrases 
from the clinical record, resulting in misdiagnosis and delayed treatment [12]. Even slight symptom detection errors 
can result in misdiagnosis or incorrect treatment because many common disorder symptoms overlap with rare 
disease symptoms. Time is crucial in curing rare disorders since treatment is typically administered early in a 
person's life; otherwise, it is too late for treatment [13]. To resolve the problem, a novel model has been introduced 
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in this work, where NLP is used for extracting the symptoms from the unstructured text and then mapped with the 
standardized terms from Human Phenotype Ontology (HPO) database on the basis of semantic similarity.  

This standardization normalizes the symptoms extracted so that they are understood correctly worldwide and a 
precise clinical decision is taken. Clinical data is present in high volume and they are quite complex. They are 
present in different forms including electronic health records (EHRs), biomedical literature, clinical trial reports, 
and physician notes etc. So, Artificial Intelligence (AI) systems, and in particular, Large Language Models (LLMs) 
powered AI systems have become quite crucial and they can be used in extracting the clinical insights [14]. A lot of 
traditional methods have already been used for rare disease identification but BERT, BioBERT, and GPT shows 
better performance [15]. But LLM’s hallucinates a lot that makes it difficult to be used in real life scenarios. It 
would be quite devastating if a person is misdiagnosed due to LLM inaccuracies [16]. 

In this paper, a novel model named “Rarepheno” is being proposed for rare disease symptoms extraction, which 
combines DeepSeek with traditional N-GRAM based technique for extracting the complex phenotypes from clinical 
text. Rarepheno supports linking these phenotypes to standardized HPO words that are widely accepted in the 
medical domain. Existing studies largely focuses on surface level phenotypes and often fail to capture context 
dependent descriptions necessary for rare disease phenotyping.  

Therefore, this research places importance on the semantic precision of symptom extraction to mitigate these 
risks. Rarepheno employs context-aware NLP technique able to differentiate between actual, negated, and 
hypothetical symptoms. A human in the loop verification approach is implemented whereby clinicians can verify 
AI generated outputs before clinical integration.  

Rarepheno uses a context aware domain adapted DeepSeek model to reduce hallucinations by prioritizing the 
rare disease specific clinical text. The DeepSeek models continuously fine-tuned on high quality, domain specific 
data to reduce hallucination rates and to allow safe deployment in sensitive healthcare environments but they 
perform poor in the context of rare disease phenotype extraction.  

The LLM used in Rarepheno is DeepSeek-R1:1.5B-Qwen-Distill-Q8_0, being a distilled version of the 
DeepSeek model fine-tuned for biomedical NLP. Specifically, this particular version strikes as an excellent trade-
off between computational efficiency and average response length [17]. A significant reduction in memory usage 
and inference time by using a quantized and distilled model without degrading the required contextual accuracy in 
the medical applications. In the environment of real time and limited resource clinical environment, Qwen-distill 
variant is suitable because the rapid and reliable output is crucial. Because it embodies the lightweight architecture 
that makes it amenable to introduction into clinical support systems the semantic depth of the model is necessary to 
capture the nuances of the underlying text. DeepSeek’s ability to combine symptoms with disease profiles by means 
of semantic and graph-based reasoning was shown to be highly transformative for rare disease detection. The system 
uniquely takes advantage of structured biomedical knowledge integrated in knowledge graphs to transform complex 
and unstructured clinical narratives containing text into actionable and standardized data structures. This capability 
gives healthcare professionals the ability to base their real time decisions on evidence [18]. More specifically, 
DeepSeek further helps to accelerate diagnostic workflows as it can quickly process clinical narratives and minimize 
the diagnostic odyssey for patients with rare conditions [19-20]. 

The Rarepheno plays an important role in helping doctors solve this major problem by utilizing LLMs. It aids 
in the extraction of specific symptoms linked with rare diseases from clinical text based on semantic similarity. The 
extracted symptoms are mapped against the standardized terms found in the HPO database. DeepSeek assists the 
pipeline in extracting symptoms that are not explicitly evident in the clinical text, and it covers all of the different 
ways a symptom might be expressed [21-22]. 

The organization of remaining sections of paper are as follows: Section 2 highlights some of the latest research 
articles published for automated phenotype extraction from clinical texts in rare disease diagnosis. Section 3 presents 
material, methods and datasets used for the proposed study, followed by result discussion in Section 4 and Section 
5 talk about Limitations of the proposed work followed by conclusion and future work in Section 6. 

2 Literature Review 
In past, various approaches have been explored for automated phenotype extraction from clinical narratives. 

Rule-based systems such as NCBO [23], MetaMap [24], and ClinPhen [25] rely on ontologies and linguistic 
heuristics, offering interpretability but limited adaptability to diverse and nuanced clinical expressions. To address 
these limitations, hybrid models like Doc2hpo-Ensemble [26] and PhenoTagger [27] combine rule-based logic with 
statistical or machine learning techniques, improving performance across heterogeneous datasets. More recent 
advances include AI-based methods, such as NeuralCR and PhenoBCBERT [28], which apply deep learning and 
transformer-based architectures for enhanced context-aware extraction of phenotypic spans. Leading the frontier, 
LLM-based tools like PhenoGPT and Rarepheno leverage large-scale pre-trained language models with domain-
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specific prompts or semantic embeddings, significantly boosting precision especially in rare disease contexts [28]. 
Table 1 presents a comparative analysis of popular methods used for phenotyping. 

Table 1: Popular Methods used for phenotyping in medical domain 
Model Type Methodology 

NCBO  
[23] 

Rule-Based Uses ontology lookups via BioPortal to perform lexical and exact 
string matching against phenotype terms. 

MetaMap  
[24] 

Rule-Based Segments and parses clinical text linguistically and maps variants 
to UMLS concepts using rule-based heuristics. 

ClinPhen 
[25] 

Rule-Based Extracts HPO terms from clinical notes and prioritizes based on 
gene-ranking relevance for rare diseases. 

Doc2hpo-Ensemble 
[26] 

Hybrid Applies multiple NLP tools in an ensemble approach to detect 
phenotypes and combine outputs with heuristic filters. 

PhenoTagger 
[27] 

Hybrid (Rule + 
AI) 

Generates n-grams and applies BERT-based classification for 
dictionary and context-aware phenotype tagging. 

NeuralCR  
[28] 

AI-Based Applies neural sequence tagging (e.g., BiLSTM/CRF) to detect 
phenotype terms from labeled clinical text corpora. 

PhenoBCBERT [28] AI-Based Fine-tunes a BERT-based model to recognize HPO spans using 
transformer embeddings and span classification. 

PhenoGPT (GPT-J)  
[28] 

AI-Based 
(LLM) 

Uses few-shot prompt learning in GPT-J to generate phenotype 
predictions from unstructured text. 

PhenoGPT (Falcon)  
[28] 

AI-Based 
(LLM) 

Applies Falcon LLM to infer phenotypes through causal language 
modeling with domain-specific prompts. 

 

3 Materials and Methods 
This section outlines the material and methods employed in proposed work, “Rarepheno”, which focuses on rare 

disease symptom extraction from clinical texts using Knowledge Graph (KG) Embeddings and Large Language 
Models (LLMs). 

3.1 Experimental Steup 
Rarepheno is developed and tested on DellG15 laptop with Intel Core i7-127500H CPU, 16 GB of DDR5 RAM 

with a Nvidia GeForce RTX 3060 and 6 GB of VRAM. 
 

3.2 Data Sources 
The Rarepheno model utilized two popular biomedical databases, Human Phenotype Ontology (HPO) database 

[29] and Orphanet database [30] for developing rare disease symptoms knowledge graph (KG). The nodes in this 
graph represents the symptoms that are found associated with rare disorders and there is a total of 8,596 phenotype 
nodes. The HPO database contains synonyms for every symptom that makes it easier for doctors to understand. One 
example of such symptom would be “fever”, whose synonym is “raised body temperature” 

Rarepheno is able to cover all these symptom variants which improves the semantic normalization and symptom 
detection accuracy when presence of the symptom is not explicitly mentioned in the clinical texts [29]. In addition, 
the data from the Orphanet is utilized, which provided 4283 rare disease entities, rich clinical descriptions and 
phenotypic annotations [30]. The HPO ontology database had a lot of symptoms but Orphanet was used as a filter 
to only curate those HPO terms which were linked to a rare disease probability. This improves the Rarepheno’s 
ability to find the symptoms which are linked with rare diseases and it differentiates rare and common conditions 
quite effectively. So, Rarepheno’s backbone is the knowledge graph (KG) which is formed by the combined use of 
HPO and Orphanet for precise and context aware phenotype extraction (Table 2). 
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Table 2: Usage of HPO & Orphanet in Rarepheno 
Database Total Terms 

Covered 
Purpose Key Characteristics 

Human Phenotype 
Ontology (HPO) [29] 

8596 Standardized clinical 
phenotype representation 

- Assigns unique HPO IDs to 
phenotypic terms. 
- Contains multiple synonyms for each term 
(e.g., 'fever' vs. 'elevated body 
temperature'). 
- Provides structured relationships between 
phenotypes. 

Orphanet [30] 4283 Rare disease knowledge 
enhancement 

- Specialized rare disease database. 
- Includes comprehensive phenotype 
descriptions. 
- Helps in mapping diseases to phenotypic 
expressions. 
- Enhances precision in rare disease 
identification. 

 

3.3 Workflow of Rarepheno 
This section details the step-by-step approach used by Rarepheno for extracting and mapping phenotypic terms 

from clinical texts, ensuring high precision and relevance for rare disease analysis. The detailed framework of 
Rarepheno is presented in Figure 4. 

 
Figure 4: Phenotypic Term Extraction and Mapping framework used in Rarepheno 

The clinical notes contain valuable information where the patient symptoms, history is mentioned that is quite 
essential for diagnosing rare disorders as small minute information help the doctors reach to a correct diagnosis. But 
the writing pattern of all doctors varies and they often write non-standardized terms for symptoms which makes the 
exact symptom term extraction difficult. To solve this problem, Rarepheno employs a multi stage framework where 
the raw clinical data is used for extracting the standardized symptoms that aligns with the Human Phenotype 
Ontology (HPO) database.  

The following steps outlines the working behind the proposed model, encompassing initial preprocessing, 
semantic mapping and ontology-based KG integration, which together enables the accurate and standard phenotypic 
extraction from clinical notes.  

 
A) Text Preprocessing 

As a first step, text preprocessing is quite critical for getting the precise extraction. Initially all the terms are 
converted into lowercase, which eliminates all the case sensitivity related issues. It also removes extraneous 
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punctuation and noninformative symbols from the input text like ‘---’, ‘*’, ‘!!!’, ‘@’, ‘#’, ‘|’ as they are used in 
clinical notes for rapid documentation but it does not convey any meaning so they are removed for improved 
readability and efficiency of processing. Some words do not contribute in the meaning of the sentences, they are 
just noise for pipeline, for example - ‘the’, ’and’, ’of’ etc. The linguistic noise has been reduced by eliminating 
non-significant words carrying less clinical information. They are removed in the preprocessing step and only 
medically relevant terms are filtered out. This is followed by lemmatization, where the vocabulary is 
standardized to their bases, for example, “running”, “ran”, and “runs” are regularized to “run”. This way, the 
same textual representation remains consistent and the subsequent analysis is performed on structured and 
semantically aligned data.  
 
B) Dual Approach for Phenotypic Term Extraction 

To maximize the comprehensiveness of symptom extraction, Rarepheno employs a dual pipeline: one 
focused on structured phrase detection using N-GRAM generation, and another leveraging the contextual power 
of a pretrained DeepSeek AI model for semantic inference. It is done as follow: 
1. N-GRAM Generation  

Following preprocessing, the clinical text 𝑋𝑋′ is segmented into n-grams ranging from unigrams to five-word 
spans: 

𝐺𝐺(𝑋𝑋′) = {𝑔𝑔1 ,𝑔𝑔2,𝑔𝑔3 , …………., 𝑔𝑔𝑘𝑘}                Eq.  (1) 
 𝑔𝑔𝑖𝑖 is a N-GRAM of length 𝑛𝑛                           

Where: 
       𝐺𝐺(𝑋𝑋′)  is the set of N-GRAMs generated from the processed clinical text 𝑋𝑋′ 
       𝑔𝑔𝑖𝑖 an individual N-GRAM of size  𝑛𝑛 ∈ {1,2,3,4,5} 
       𝑘𝑘  is the total number of N-GRAMs generated 

Here 𝑔𝑔𝑖𝑖 denotes an individual N-GRAM of size 𝑛𝑛 and  𝑘𝑘 represents the total number of generated N-
GRAMs. This method allows detection of both atomic medical terms (e.g., fever, fatigue) and more descriptive 
multi-word expressions (e.g., shortness of breath and fatigue). This structured approach ensures systematic 
extraction of medical terminology facilitating accurate downstream mapping and disambiguation. 
2. DeepSeek based Extraction 

In parallel, the DeepSeek model processes the unsegmented medical text 𝑆𝑆𝑚𝑚 to identify semantically 
relevant terms directly: 

𝑆𝑆(𝑆𝑆𝑚𝑚) = {𝑆𝑆1, 𝑆𝑆2 , 𝑆𝑆3 … … . . , 𝑆𝑆𝑘𝑘}                        Eq.  (2) 
Where: 

𝑆𝑆𝑚𝑚 is the input clinical text 
𝑆𝑆𝑖𝑖  are the extracted symptom candidates 

       𝑆𝑆(𝑆𝑆𝑚𝑚) is the set of all terms extracted by the DeepSeek model 
       𝑘𝑘 is the total number of extracted terms 

Unlike N-GRAM segmentation, the DeepSeek model is capable of identifying contextually significant 
terms even when exact expressions are absent from the text [28]. For instance, DeepSeek may infer the presence 
of "hyperglycemia" from mentions of “elevated blood sugar,” this helps in capturing the symptom terms (HPO 
terms) which are not directly mentioned in the clinical text. 

 
 

C) Matching HPO Terms with Knowledge Graph (KG) Embeddings 

To standardize the extracted terms, the Rarepheno uses a domain-specific knowledge graph constructed 
from Human Phenotype Ontology (HPO) concepts and their synonyms. 

   Rarepheno Knowledge Graph (KG) Construction 
Rarepheno has a knowledge graph which is the backbone of the proposed method from which the 

phenotypes are matched. Rarepheno KG contains nodes that exist at two different levels.  The KG was built 
using the Python network library, and the data source was the HPO ontology data, which is a standardized, 
structured vocabulary (database) of phenotypic abnormalities in human disease, critical for genetics and rare 
disease research. It collects all of the data, including synonyms and definitions, and assigns an HPO ID to each 
phenotype. The Human Phenotype Ontology (HPO) terms at the first level serve as nodes to represent medical 
concepts, such as "abnormal finger phalanx morphology", which forms a core medical terminology node 
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essential for phenotypic analysis and the other level is at which some of these terms have synonyms which is 
linked via edge. So, Rarepheno KG consists of a total of 8,599 main HPO nodes and 15,347 synonym nodes, 
ensuring comprehensive coverage of medical terminology [32].  

Each main HPO term is connected to multiple synonyms. For example, "abnormal finger phalanx 
morphology" is connected to terms such as "abnormal form of phalanges of the hand" and "abnormality of the 
finger bones" (as shown in Figure 5). This hierarchical structure ensures that different descriptions of the same 
medical condition are linked together, improving medical text recognition and standardized phenotype 
identification. The network of nodes is connected through directed "has_synonym" edges, explicitly mapping 
primary terms to their alternate representations. This results in a total of 18,037 edges, forming a rich, 
interconnected system. However, the Rarepheno KG remains disjointed, meaning that it consists of multiple 
independent subgraphs instead of a single continuous structure. This separation ensures that distinct phenotypic 
groups remain independent, reducing false associations and improving precision in rare disease analysis [33]. 

 
                      Figure 5. Nodes and edges in Rarepheno Knowledge graph (KG) 
The performance of the Rarepheno KG was further enhanced using embeddings generated by 

BioClinicalBERT (demonstrated in Figure 6 and 7), which provided 768-dimensional vector representations 
for all terms and synonyms extracted from clinical texts (demonstrated in Figure 7). These semantic embeddings 
allow the system to connect related concepts even when their wording differs, ensuring that "abnormal finger 
phalanx morphology" is still matched to "abnormality of the finger bones" and other variations. 

Figure 6 presents the top 20 most frequently matched Human Phenotype Ontology (HPO) terms extracted 
by Rarepheno across the evaluation dataset. The bar chart highlights common phenotypes such as HP:0002671 
(Basal Cell Carcinoma) and HP:0003731 (Carcinoma), which were recognized with the highest frequencies. 
The accompanying donut chart visualizes the distribution of these top terms, demonstrating Rarepheno’s 
sensitivity to commonly occurring yet diagnostically significant symptoms. These insights validate the semantic 
reach of the Rarepheno KG and its alignment with real-world clinical text. 
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Figure 6 : Top 20 Most Frequent HPO Terms mapped by Rarepheno 
By leveraging hierarchical design, synonym integration, and advanced embedding techniques, this disjointed 

knowledge graph provides a precise, efficient, and rare-disease-focused phenotypic analysis system. 

 
Figure 7. Knowledge graph embeddings in Rarepheno KG 
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Rarepheno uses the Rarepheno KG to perform matches with processed N-GRAMs. Exact matching 
performs one-to-one correspondence between N-GRAM and primary HPO terms which produces highly 
reliable matches.  

𝑀𝑀 → 𝐻𝐻𝐻𝐻𝐻𝐻(𝑆𝑆𝑚𝑚)                                                  Eq.  (3) 
where M is the matching function that maps symptoms (𝑆𝑆𝑆𝑆)to their corresponding HPO terms. 
If an exact match is found, the HPO ID is assigned: 

𝐻𝐻𝐻𝐻𝐻𝐻(𝑆𝑆𝑚𝑚) = 𝐻𝐻𝐻𝐻𝐻𝐻𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒(𝑆𝑆𝑚𝑚) ∪ 𝐻𝐻𝐻𝐻𝐻𝐻𝑠𝑠𝑠𝑠𝑠𝑠(𝑆𝑆𝑚𝑚)                                    Eq.  (4) 
Where: 
𝐻𝐻𝐻𝐻𝐻𝐻𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒𝑒(𝑆𝑆𝑚𝑚) is the exact term match  
𝐻𝐻𝐻𝐻𝐻𝐻𝑠𝑠𝑠𝑠𝑠𝑠(𝑆𝑆𝑚𝑚)retrieves synonyms from the Rarepheno KG 
Exact matches are prioritized to ensure specificity, while synonym matching enhances coverage—e.g., 

mapping increased blood glucose to hyperglycemia. Case-insensitive matching eliminates discrepancies due to 
capitalization, and only terms within the Rarepheno KG are retained to ensure medical validity [29]. 

 
   D) Matching HPO Terms with Knowledge Graph Embeddings 

The terms which are extracted from the clinical texts by the DeepSeek are matched by the embeddings 
created by BioClinicalBERT language model. Rarepheno converts each term into a vector containing 768 
dimensions which maintains both its semantic content and contextual information. The system uses these 
embeddings to recognize terms which share semantic meaning despite having different lexical forms.  

  Each extracted term 𝑆𝑆𝑚𝑚 and candidate synonym 𝑆𝑆𝑖𝑖 is represented as a vector embedding: 
                                          𝑣𝑣𝑆𝑆𝑚𝑚, 𝑣𝑣𝑆𝑆𝑖𝑖 ∈ 𝑅𝑅𝑑𝑑                                                   Eq.  (5) 
 
Where:  
𝑣𝑣𝑆𝑆𝑚𝑚  is the embedding of the extracted term from the clinical text  
𝑣𝑣𝑆𝑆𝑖𝑖  is the embedding of a candidate synonym 
d is the dimensionality of the embeddings (e.g., 768 dimensions in BioClinicalBERT). 

Cosine Similarity is used to measure semantic closeness:  
𝑆𝑆𝑖𝑖𝑖𝑖(𝑆𝑆𝑚𝑚, 𝑆𝑆𝑖𝑖) = 𝑣𝑣𝑆𝑆𝑚𝑚.𝑣𝑣𝑆𝑆𝑖𝑖

∥𝑣𝑣𝑆𝑆𝑚𝑚∥.∥𝑣𝑣𝑆𝑆𝑖𝑖∥
                            Eq.  (6) 

Where: 
.     is the dot product 
∥⋅∥   is the Euclidean norm (vector magnitude) 

       A similarity threshold τ determines valid synonyms: 
𝑆𝑆 = { 𝑆𝑆𝑖𝑖𝑖𝑖(𝑆𝑆𝑚𝑚, 𝑆𝑆𝑖𝑖) ≥ 𝜏𝜏}                             Eq. (7) 

 
Where: 
𝑆𝑆  is the final set of valid synonyms 
𝑆𝑆𝑚𝑚 is the set of all candidate synonyms for 𝑆𝑆𝑚𝑚 
𝜏𝜏 ∈ [0,1]  is the minimum cosine similarity for a term to be considered a match (0.85 in Rarepheno) 

This threshold was selected through empirical tuning on the validation data where the pipeline was evaluated 
on multiple thresholds varying from 0.70 – 0.95 and then finally 0.85 was chosen as it was proved to be balanced 
between semantic coverage and false positive suppression. 

Through semantic similarity computations BioClinicalBERT connects "elevated blood sugar" to 
"hyperglycemia" while accommodating differences in terminology. The system's precision and recall 
performance improve notably through this method particularly when exact term matches fall short [30]. 

 
E) Mapping to HPO IDs 

The system gets standardized HPO IDs from the Knowledge Graph (KG) by matching each HPO term 
which are matched by the dual approach. The system links each term to a special identifying HPO ID to produce 
uniform results in all experiments. Table 3 shows the symptom extraction and synonym mapping done using 
the Rarepheno model. 

       After similarity validation, the final standardized symptoms are assigned unique HPO IDs: 
𝐻𝐻𝐻𝐻𝐻𝐻(𝑆𝑆∗) = { 𝑆𝑆𝑖𝑖 ∈ 𝑆𝑆∗}                                         Eq.  (8) 

Where: 
𝑆𝑆∗ is the final set of validated terms 

       𝐻𝐻𝐻𝐻𝐻𝐻(𝑆𝑆𝑖𝑖)  is the function mapping a term to its HPO ID 
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Table 3: Symptom Extraction and synonym mapping done in Rarepheno model 
Clinical Text Extracted Main 

Symptoms (Sₘ) 
Identified Synonyms (𝑺𝑺∗) 
[Using Rarepheno] 

HPO IDs matched 

The patient experiences 
persistent lack of energy, 
feeling exhausted throughout 
the day. 

Fatigue, Weakness Chronic Tiredness, Persistent 
Exhaustion, Lethargy, Low 
Energy 

HP:0012378, 
HP:0001324 

Due to a neurological 
condition, the patient shows 
uncoordinated movements, 
making walking difficult. 

Ataxia, Gait 
Disturbance 

Gait Impairment, Loss of 
Coordination, Walking 
Instability, Abnormal Gait 

HP:0001251, 
HP:0001288 

The child has trouble 
swallowing, particularly with 
solid foods, leading to frequent 
choking episodes. 

Dysphagia, Choking 
Episodes 

Difficulty Swallowing, Poor 
Swallowing, Deglutition 
Disorder, Aspiration Risk 

HP:0002015, 
HP:0012759 

Her speech is slow and unclear, 
often making it difficult to 
understand. 

Dysarthria, Slurred 
Speech 

Impaired Speech, Difficulty 
Articulating Words, Speech 
Disorder 

HP:0001260, 
HP:0011446 

He has an abnormal walking 
pattern, requiring assistance to 
maintain balance. 

Gait Disturbance, 
Balance Impairment 

Walking Disability, Gait 
Abnormalities, Poor 
Coordination, Unsteady 
Walking 

HP:0001288, 
HP:0011449 

The patient complains of 
severe muscle weakness, 
especially in the upper limbs. 

Proximal Muscle 
Weakness, Muscle 
Atrophy 

Muscle Weakness, Proximal 
Limb Weakness, Reduced 
Muscle Mass, Motor 
Impairment 

HP:0003701, 
HP:0003202 

A significant delay in 
achieving motor and cognitive 
milestones has been observed. 

Global Developmental 
Delay, Cognitive 
Impairment 

Delayed Cognitive 
Development, Delayed 
Milestones, Psychomotor 
Delay, Intellectual Disability 

HP:0001263, 
HP:0001249 

  
 

3.4 Result Analysis and Discussion 
This section evaluates the performance of proposed model on the BiolarkGSC + test set dataset, which consists 

of 228 de-identified clinical notes along with their phenotypic mappings. Among these, 161 clinical notes were 
selected after mapping the traits that are only present in Orphanet dataset and correspond to rare diseases. This 
processed dataset acts as a gold standard for benchmarking automated systems to conduct HPO concept recognition. 
This dataset has been used in existing methods such as PhenoGPT, Phenotagger, and PhenoBCBERT [28] and 
therefore adopted for enabling fair and direct comparison with proposed model. The evaluation includes precision-
centric performance metrics, complemented with a detailed error analysis to assess the extraction accuracy of HPO 
IDs. 

3.4.1 Performance Metrics 

To evaluate the Rarepheno ability to correctly extract medical symptoms from clinical text, the metric used is 
precision, which measures the proportion of correctly extracted symptoms among all extractions. A high precision 
score indicates that the model minimizes false positive extractions, ensuring that only valid symptom terms are 
retrieved. 

𝑃𝑃 = 𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 (𝑇𝑇𝑇𝑇)
𝑇𝑇𝑇𝑇𝑇𝑇𝑇𝑇 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 (𝑇𝑇𝑇𝑇)+𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹 𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃𝑃 (𝐹𝐹𝐹𝐹)

                           Eq.   (9) 
where: 
● True Positives (TP): Correctly extracted symptoms that match the ground truth. 

𝑇𝑇𝑇𝑇 = 𝑃𝑃 × (𝑇𝑇𝑇𝑇 + 𝐹𝐹𝐹𝐹)                                                         Eq. (10) 
● False Positives (FP): Incorrectly extracted symptoms that do not match the ground truth. 
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𝐹𝐹𝐹𝐹 = (𝑇𝑇𝑇𝑇 + 𝐹𝐹𝐹𝐹) − 𝑇𝑇𝑇𝑇                                            Eq. (11) 
To further analyse extraction accuracy False Positive Rate (FPR) is calculated, which measures the proportion 

of extracted symptoms that were incorrect. A lower FPR indicates that the model produces fewer incorrect symptom 
extractions. 

                                                         𝐹𝐹𝐹𝐹𝐹𝐹 = 𝐹𝐹𝐹𝐹
𝐹𝐹𝐹𝐹+𝑇𝑇𝑇𝑇

                                            Eq.  (12)                                                   
Additionally, Precision Error Rate (PER) is computed, which represents the proportion of extracted symptoms 

that were incorrect. This metric helps quantify how often the model makes errors in symptom extraction. 
𝑃𝑃𝑃𝑃𝑃𝑃 = 1 − 𝑃𝑃 = 𝐹𝐹𝐹𝐹

𝑇𝑇𝑇𝑇+𝐹𝐹𝐹𝐹
                                                 Eq.  (13) 

Table 4 below shows the metrics analysis of the proposed model with respect to P, TP, FP, FPR, PER etc. 
Table 4: Metrics Analysis of Rarepheno on BiolarkGSC+ dataset 

Metrics Rarepheno  
Total Extractions (TP + FP) 71 

Precision (P) 0.83 
True Positives (TP) 58.93 
False Positives (FP) 12.07 

False Positive Rate (FPR) 0.17 
Precision Error Rate (PER) 0.17 

 
The Rarepheno was evaluated under two settings: 
1. Exact Matching: The extracted symptom must match the ground truth term exactly. 

2. Relaxed Matching: The extracted symptom can be a synonym of the ground truth but must still be a 
medically valid match based on the Human Phenotype Ontology (HPO) Knowledge Graph. 

For exact matching, a symptom extraction was considered correct if: 
𝑆𝑆𝑚𝑚 = 𝑆𝑆𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡                                                             Eq. (14) 

Where: 
 𝑆𝑆𝑚𝑚  is the extracted symptom term 
𝑆𝑆𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 is the the ground truth (annotated) symptom term 
For relaxed matching, a symptom extraction was valid if its similarity score exceeded a predefined threshold: 

𝑆𝑆𝑖𝑖𝑖𝑖(𝑆𝑆𝑚𝑚, 𝑆𝑆𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡) ≥ 𝜏𝜏𝜏𝜏ℎ𝑟𝑟𝑟𝑟𝑟𝑟ℎ𝑜𝑜𝑜𝑜𝑜𝑜                                 Eq. (15) 
Where, 𝑆𝑆𝑖𝑖𝑖𝑖(𝑆𝑆𝑚𝑚, 𝑆𝑆𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡) represents the cosine similarity between the extracted term and the ground truth, and 

𝜏𝜏𝑡𝑡ℎ𝑟𝑟𝑟𝑟𝑟𝑟ℎ𝑜𝑜𝑜𝑜𝑜𝑜 is the minimum similarity score for synonym acceptance. 
 

3.4.2 Error Analysis 

Error analysis in symptom extraction focuses on understanding the false positive extractions cases where the 
system incorrectly identifies a symptom that is not part of the ground truth. The errors are categorized into three 
types: overgeneralization, synonym ambiguity, and threshold mismatch. This analysis was carried out through a 
careful manual review on the basis of the commonly reported failure patterns. Table 5 presents a breakdown of the 
number of instances identified for each error type through manual review and keyword-based pattern matching. 

Table 5: Error Categorization of False Positive Symptom Extractions 
Error Type Count 

Overgeneralization (FPO) 3 

Synonym Ambiguity (FPA) 5 

Threshold Mismatch (FPT) 4 

Total False Positives 12 

One of the most common error types is overgeneralization, where the system extracts a term that is medically 
related but not precise. This occurs when the model incorrectly associates a broad concept with a specific symptom. 
For example, the model may extract "low energy" instead of "fatigue", leading to reduced precision. 

𝐹𝐹𝐹𝐹𝑜𝑜 = ∑𝑂𝑂𝑖𝑖  ,𝑛𝑛 < 𝑖𝑖 < 1                                  Eq.  (16) 
Where 𝐹𝐹𝐹𝐹𝑜𝑜 represents the total false positives due to overgeneralization, and 𝑂𝑂𝑖𝑖 , refers to an instance of such an 

error. 
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Another common issue is synonym ambiguity, where the model extracts a valid but imprecise synonym that 
does not convey the correct clinical meaning. For example, "speech delay" may be extracted instead of "dysarthria", 
even though both terms are related to speech disorders, they have different medical implications. 

𝐹𝐹𝐹𝐹𝐴𝐴 = ∑𝐴𝐴𝑖𝑖 ,𝑚𝑚 < 𝑖𝑖 < 1                                  Eq. (17) 
Where 𝐹𝐹𝐹𝐹𝐴𝐴 represents false positives due to synonym mismatches, and 𝐴𝐴𝑖𝑖 is an ambiguous synonym extracted 

by the model. 
A third source of errors comes from threshold mismatches, where the cosine similarity threshold used for 

synonym detection is too low, allowing incorrect terms to be matched. For instance, "hand tremors" might be 
extracted instead of "tremors", leading to unnecessary false positives. 

𝐹𝐹𝐹𝐹𝑇𝑇 =  ∑𝑇𝑇𝑖𝑖 ,𝑘𝑘 < 𝑖𝑖 < 1                                 Eq. (18) 
Where 𝐹𝐹𝐹𝐹𝑇𝑇  represents the total false positives due to threshold mismatches, and refers to an incorrect match 

caused by an overly relaxed similarity threshold. 
The total number of false positives contributing to precision errors is given by: 

𝐹𝐹𝐹𝐹𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡𝑡 =  𝐹𝐹𝐹𝐹𝑂𝑂 + 𝐹𝐹𝐹𝐹𝐴𝐴 + 𝐹𝐹𝐹𝐹𝑇𝑇                       Eq. (19) 
Thus, the adjusted precision formula incorporating these error sources is: 

𝑃𝑃 = 𝑇𝑇𝑇𝑇
𝑇𝑇𝑇𝑇+(𝐹𝐹𝐹𝐹𝑂𝑂+𝐹𝐹𝐹𝐹𝐴𝐴+𝐹𝐹𝐹𝐹𝑇𝑇)

                                     Eq. (20) 
where reducing 𝐹𝐹𝐹𝐹𝑜𝑜, 𝐹𝐹𝐹𝐹𝑇𝑇, 𝐹𝐹𝐹𝐹𝐴𝐴 leads to an overall improvement in precision. 
 

4 Results 

4.1 Overall results of Rarepheno 
The proposed model was applied to patient profiles for rare diseases, which are characterized by clinical 

phenotypes. The results showed a high level of precision equal to 0.83, demonstrating that the method effectively 
detects phenotypic terms with minimal errors. This performance highlights the importance of integrating multiple 
techniques, including DeepSeek AI extraction, Bio ClinicalBERT embeddings, and exact term matching, to enhance 
both recall and precision in phenotype recognition. The DeepSeek AI model played a significant role in improving 
phenotypic term detection by extracting relevant medical terms directly from the clinical text without relying solely 
on structured segmentation. Unlike N-GRAM matching, which requires predefined term structures, DeepSeek AI 
allowed the Rarepheno to capture implicit and contextually relevant terms that might not be explicitly listed in the 
knowledge graph. This AI-driven contextual extraction complemented structured exact matching, resulting in a 
more robust and adaptable system for analysing clinical terminologies. 

The pronounced fluctuations observed in the initial phase of validation because each patient clinical text has a 
strong effect on the overall precision and Figure 8 illustrates the cumulative precision values across the series of 
processed records. This highlights the complexity and heterogeneity of the real patient clinical texts which vary 
widely due to phrasing of different clinicians. This helps us understand why LLMs like DeepSeek is required for 
extracting phenotypes from complex and diverse clinical texts The precision stabilized at 0.83, demonstrating 
consistent performance across all instances in the BiolarkGSC+ dataset. Some of the initial records exhibited lower 
precision due to variability in clinical terminology. However, as more records were processed, the combined 
approach using DeepSeek, n-gram generation, and exact term matching resulted in improved precision and 
consistency, highlighting the pipeline’s strength in capturing diverse phenotypic expressions.  
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Figure 8 - Cumulative Precision Across Records in Rarepheno 

Figure 9 shows how the Rarepheno system achieved precision scores for each of the 161 patients. According to 
the graph, the median score is 0.67 (red dashed line), and the 25th and 75th percentiles are 0.50 and 0.67. 
Importantly, 90% of the clinical narratives showed precision scores of up to 1.0, proving that Rarepheno performs 
well in a wide variety of cases. It demonstrates that the model can still effectively detect rare disease-related 
characteristics even with texts that use varying complexity and terms. The rise in the upper quantile means that 
many cases are very precise, which is especially important for rare diseases, since even one error in identifying 
symptoms could lead to a wrong diagnosis. All in all, the precision profile confirms that Rarepheno can be trusted, 
as it enhances the average outcome and makes sure there is consistency among records. 

 

 
                Figure 9: Cumulative Distribution of Precision Scores of Rarepheno 
Figure 10 showcases two representative case studies illustrating Rarepheno’s phenotype term extraction 

capabilities from unstructured clinical descriptions. These examples demonstrate how the system distinguishes 
relevant phenotypic concepts clinical texts. 
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Case A (Precision: 1.000) 
The clinical description involves several clear terms, including brachydactyly, craniosynostosis, and dysplastic 

hip joints. Rarepheno detects every important symptom accurately, leading to a perfect precision score. In this case, 
the high score means the text follows the best structure, uses understandable clinical terms, and aligns well with 
HPO terms. Among the important terms gathered are skeletal, developmental, and genetic aspects, all essential for 
figuring out a rare disease. 

Case B (Precision: 0.670) 
Meanwhile, Case B demonstrates a case where Rarepheno’s accuracy is lower since it completely extracts the 

wrong word because of similar words. The system detects triphalangeal thumbs, preaxial polydactyly, and renal 
malformations as expected, yet it also notes variable expression and mental retardation, which can be quite broad 
and at times might not be helpful for diagnosis. Also, having two terms for the same meaning, such as retardation 
and mental retardation, results in redundancy and suggests that improving how thresholds are set or resolving 
ambiguous terms may improve the precision of the results. 

Together, these examples emphasize Rarepheno’s ability to extract highly specific and ontology-aligned 
phenotype terms, while also highlighting real-world variability in clinical text structure that affects performance. 
The case visualizations further validate the importance of Rarepheno’s combined approach using N-GRAM and 
DeepSeek-based contextual inference to ensure high clinical relevance in rare disease phenotyping. 

Figure 10. Case studies of the predicted phenotype entities with Rarepheno 
The model demonstrates strong performance in distinguishing valid symptom terms from irrelevant 

orambiguous expressions, which is essential in clinical NLP applications. This is further supported by the disparity 
observed between true positives and false positives approximately 400 and 100 respectively as illustrated in Figure 
11. The marked difference reinforces the reliability of Rarepheno’s extraction strategy, particularly its emphasis on 
exact term matching. By prioritizing specificity and standardization through ontology alignment, the system 
effectively minimizes incorrect term identification, ensuring higher diagnostic relevance in downstream rare disease 
analysis. 
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Figure 11: True Positives vs. False Positives (Rarepheno) 

Rarepheno was the highest rated for obtaining the maximal value of precision score 0.83 which is a little higher 
than ClinPhen and significantly higher than Rare Disease Extraction and PhenoTagger, with the corresponding 
scores of 0.758, 0.667 and 0.779, respectively (as in Figure 12 and Table 6). The major difference here is that 
Rarepheno focuses on rare disease symptoms exclusively which was missing in other models. This is achieved due 
to focussed data curation done for Rarepheno. 

Table 6 : Precision Comparison of Rarepheno with other state of art models 
Model Precision 

NCBO [23] 0.777 

MetaMap [24] 0.707 

ClinPhen [25] 0.59 

Doc2hpo-Ensemble 
[26] 

0.754 

PhenoTagger [27] 0.72 

NeuralCR [28] 0.736 

PhenoBCBERT [28]  0.747 

PhenoGPT (GPT-J) 
[28] 

0.809 

PhenoGPT (Falcon) 
[28] 

0.801 

Rarepheno 0.83 
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Figure 12:  Comparative evaluation of Rarepheno with other latest models 

 

4.2 Detailed Error Analysis of Rarepheno 
False positives generated by the Combined (N-GRAM + DeepSeek) Pipeline constitute the leading cause of 

precision degradation because the model identifies symptoms which do not match the reference data. Errors in the 
extraction process fall into three groups: overgeneralization errors, synonym ambiguity errors, and threshold 
mismatch errors that diminish accuracy rates. Overgeneralization stands as the main challenge, as the model 
identifies related but imprecise symptoms. The combination of N-GRAM segmentation alongside DeepSeek AI 
inference leads to the introduction of symptoms that share conceptual connections but lack clinical accuracy. The 
patient's daily energy depletion leads to a reported persistent fatigue condition according to medical records yet the 
model recognizes low energy levels as the symptom. This type of false positive leads to 48.60% of errors and 
diminishes precision by introducing imprecise symptoms. Synonym ambiguity produces false positives when the 
Rarepheno extracts medically valid terms that do not reflect the actual symptom nature. (as shown in Figure 13). 

The model identifies symptoms by looking at the words around them, but it picks unsuitable synonyms. The 
model identified “Speech Delay” as the feature for “The patient’s speech is slow and difficult to understand” instead 
of the correct term, “Dysarthria,” which is a neurological issue. Misdiagnoses happen in 33.64% of cases, as the 
wrong diseases are linked to similar symptoms. The similarity threshold in embedding-based matching is not high 
enough, making the model extract terms that are not the actual symptom. If the model records “Hand Tremors” 
instead of “Tremors,” it leads to wrong results in the patient’s diagnosis. These errors in precision measurements 
allow the model to accept weak matches that happen only 17.76% of the time. It is the overgeneralization and 
ambiguous synonyms that result in the most errors, which leads to less precise results in the system. 

Although overgeneralization and synonym ambiguity make up the main reasons for false positives, other factors 
such as how complex and long the clinical text is also influencing the model’s variability. We also looked at how 
the length of the clinical text affects the precision of the extraction process. 
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Figure 13: Average precision by number of matched HPO terms by Rarepheno 

As shown in Figure 14, a weak negative correlation (r = -0.11, p = 0.177) was observed between text length and 
precision score. Despite this marginal trend, the model maintains stable performance across a wide range of text 
lengths, from brief notes to longer, more detailed descriptions. This suggests that the system’s precision is largely 
unaffected by input length, highlighting its robustness and adaptability to real-world clinical documentation, where 
narratives can vary significantly in verbosity and structure. 

 
Figure 14: Impact of clinical text length on symptom extraction precision 
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These findings reinforce the strength of the dual extraction approach used in Rarepheno. Even though longer 
texts may introduce more linguistic variability, the combined use of n-gram segmentation and DeepSeek-based 
contextual reasoning ensures that key phenotypic terms are still accurately extracted. However, it remains important 
to refine the system’s semantic filters and synonym thresholds to further reduce false positives—particularly in 
verbose clinical records where non-informative descriptors are more prevalent. 

 

5 Limitations of the proposed model 
Despite the high precision in symptom extraction, the proposed model still has some limitations. The model 

finds it hard to accurately map the highly complex or nuanced symptoms from the clinical text. The reason behind 
this gap is that the LLMs are generally trained over generic datasets not on medical datasets specifically related to 
rare diseases, where subtle linguistic variations often carry critical diagnostic meaning. As, a result, certain fine-
grained phenotypic detail may be overlooked or incorrectly generalized. 
Additionally, the model primarily focuses on textual clinical narratives and does not yet integrate other important 
sources of patient information. In real-world clinical settings, patients frequently undergo laboratory investigations, 
radiological imaging and genetic testing, all of which contains valuable patient information. The absence of these 
multimodal data sources limits the completeness of symptom representation and diagnostic inference. 

6 Conclusion and Future Directions 
Patients with rare diseases present a wide array of symptoms, few clinicians have familiarity with these 

conditions, and there is little medical literature available. In order to tackle these problems, Rarepheno an AI based 
system that incorporates N-GRAM segmentation with DeepSeek AI and Human Phenotype Ontology (HPO) 
Knowledge Graph for improved symptom detection. Capturing relevant multi word expressions within clinical 
narratives helps in improving identification of complex symptom descriptions. DeepSeek AI applies deep learning 
approaches to the analysis of patient data to feature potential disease features or risk factors, which is especially 
useful for rare disease diagnosis. In addition to the description of phenotypic abnormalities in structured formats, 
the HPO Knowledge Graph offers a standardized vocabulary of phenotypic abnormalities which allows us to 
standardize the clinical symptoms and ensure that the extracted terms will have proper relations to rare diseases. 
Rarepheno uses adjustable similarity thresholds that adjust synonym matching sensitivity to reduce 
overgeneralization errors. It makes this adaptability more precise by minimizing incorrect matches. Also, the 
confidence scoring of extracted symptoms provides the Rarepheno to mark uncertain predictions, which helps to 
make the diagnostic process more reliable. 

The proposed work can be further enhanced by training Rarepheno on multimodal clinical datasets containing 
lab results, genomic information and other critical diagnostic evidences impacting rare disease diagnosis. The other 
aspect which can be explored for future work is designing a new fine-tunned LLM capable of mapping complex 
and nuanced symptoms from clinical texts specific to rare disease. Trust, adaptability and regulatory compliance 
will be bolstered by human assisted validation and deployment testing in clinical environments as it does for the 
operational effectiveness of AI powered rare disease diagnostic systems. 
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